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Agenda

e Kubernetes Al model serving stack
e Key challenges
e Proposed solution

e [wo advanced examples:
o Ray Serve + vLLM + Ray Cluster

o LeaderWorkerSet + Triton Inference Server + vLLM + Ray Cluster + HPA
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Kubernetes Al model serving stack separation of concerns

Al/ML
Engineer /
Application
Developer

Platform
Engineering/
SRE

Infrastructure
Engineering

Inference servers, backends, models,

AIl/ML frameworks

Kubernetes (k8s) operations and reliability

Machines, accelerators and networking

Focus
of this talk



Kubernetes Al model serving generic stack
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Single-node inference

Tensor parallel degree =8
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Multi-node inference

Tensor parallel degree = 8, Pipeline parallel degree = 2
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Multi-node inference of DeepSeek-R1

Tensor parallel degree = 8, Pipeline parallel degree = 2

f Head Pod \ f Worker Pod “

Triton Inference Server
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Kubernetes DeepSeek-R1 model serving stack
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Kubernetes Al model serving generic stack
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Kubernetes Al model serving generic stack
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Key challenges




Kubernetes Al model serving generic stack

X Putting configs in a container image => slows down rapid development
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Kubernetes Al model serving generic stack

X Externalizing configs on a shared file-system => challenges reproducibility
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Kubernetes Al model serving generic stack

_- Templatize it!
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Kubernetes API recap

I Kubernetes Cluster

Kubernetes API Server

e : N

Kubernetes API objects

Kubernetes API controllers

Kubernetes Resources
(e.g. Pods)
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Kubernetes Deployment API for Al model serving

Kubernetes Cluster

Deployment

ai-model-server ConfigMap

config HPA

env vars

replicas: 3

selector: il D

app: ai-model max: 10

Service
LoadBalancer
Port: 8080

avg_time_queue_us: 50

ReplicaSet
manages pods

model-weights, logs
100Gi

Pod Pod Pod
1 2 3

Container:
« port: 8501
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Kubernetes LeaderWorkerSet API for Al model serving

Kubernetes Cluster

LeaderWorkerSet

ai-model-server ConfigMap

config HPA

env vars

replicas: 1
leaderWorkerTemplate:
leaderTemplate:
Service workerTemplate:
LoadBalancer
Port: 8080

min: 1

max: 4

avg_time_queue_us: 50

LWS

manages pods N

model-weights, logs
100Gi

Leader

Worker Worker
1 2
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Kubernetes RayService API for Al model serving
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Head Pod
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Ray Worker Process Ray Worker Process
Ray Serve Replica 1 Ray Serve Replica 2
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Kubernetes APls for Al model serving stacks




Templatize Kubernetes APIs in Helm charts

templatizes renders

Kubernetes Helm Kubernetes
APls Charts Manifests

requests

Kubernetes API Server

provides

Helm
Values

P
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Multi-node LLM mference.
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Ray Serve + vLLM + Ray Cluster
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LeaderWorkerSet + Triton + vLLM + Ray Cluster + HPA

o - - - - - -\
: Kubernetes Cluster 1
1 1
1 LeaderWorkerSet Autoscaling HorizontalPodAutoScaler (HPA) 1
1 KubernetesAPl | @TTTTTmmmmossssssms Kubernetes API 1
1 - 1
1 e mmmemssssssss—————————— L T - 1
> N
! | Ray Cluster (Created via MPI from Leader Pod) [
1 R e R R L L L LN PR LR LR R LRI :
[ s= o 1
1 1 | Node 1 (Global Ranks 0-7) '/ ' ' Node 2 (GlobalRanks 8-15) : H :
1 (- f ' BhLEY § ' 1
' [ der Pod s vl Worker Pod ] b
’ 1
: Kubernetes Service : : Leader Pol ayZ}\usﬁerCommump:ano orker Fo : H :
Load Bal 1 I Pl ' 1
] cm;'ae,,p,i,i';zﬁm Iy Ray Cluster Head Node [} ] Ray Cluster Worker Node 1 1 |
1 al¥Traffic Cluster Coordination and Resource Management : 1 Distributed Task Execufion : : 1
1 L]
1 : ] N 1 1 :
1 ] [ 1 1
! ' ' ' 1
I 1 Triton Inference Server ] 1 1 [
: : VLLM Backend with Ray Distributed ' ' 1 : .
1 ¥ 1
1 1 ] ] 1 [ |
! Pipaline Stage 1 ' 1
1 1 Pipeline Stage 1 Pipeline Stage 2 1 1
1 : Vintermediate Activ: 1 1 |
] ] 1 | |
: : J [ J L
H H TP Group 1 (TP Size = 8) ! ! TP Group 2 (TP Size= 8) ! I
e 3 1
] 1 1 G 1 ] 1 1 1
[} ' ] ] 1
. : : CDEDEDCED @ ; : o
1 1 1 1 1 1
: Py (0 | EEE | | P : . P
[ [} [ 1 1
1 LI, ' . 1 1 1
1 1 S |
1 H [
1 N e e e e e e e e e e e e e e e e —————————— S
' l
e e e e e e ’

N

KubeCon | CloudNativeCon
Mcath Amarics 2035



GitHub Repository

https://github.com/aws-samples/amazon-eks-machine-learning-with-terraform-and-kubeflow
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